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Lessons learnedProgress beyond SoA

Overview

Technology

Results

Impact
• ASIC 3.1 builds base-line for further 

accelerator development
• Patent registration and publications
• Demonstrator for fairs
• Reuse of ANDANTE results in ongoing 

and upcoming projects
• Licensing of scalable inference IP + tools

• Multi-core field programmable 
analog/mixed-signal NN accelerator

• Execution of complete NNs
• Designed and verified  for PVT variations
• VAD use-case inference using 200 nJ

• Analog/Mixed-signal hardware needs 
dedicated tool chain

• Close collaboration between use-case 
and hardware development needed

• ADC ENOB and offset plays a huge role in 
the overall accuracy 

Tools & Methodology
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• ASIC 3.1: ADELIA Gen2 Mixed-Signal Neural Network 
Accelerator

• 6 cores with analog in-memory computing units
• Maximum kernel length of 256
• Type of layers: 1D convolutional, 2D convolutional and 

fully connected
• Weight quantization: 3, 5 and 9 bits including sign

• ADELIA Gen2 supports DNN models with quantization 
• ADELIA Gen2 supports scalable analog/mixed-signal 

processing cores (APUs) with in-memory computing that
      can communicate using a cyclic bus fabric.
• Employs field programmable analog in-memory compute cores for fast and energy efficient MAC computation
• Digital interfaces offer additional flexibility and efficiency, using low power ADCs between APUs
• A complete software tool chain has been developed for hardware/software co-design
• A voice activity detection (VAD) use case has been demonstrated successfully by deploying a CNN Model on the developed ASIC and platform

• Dedicated tool-chain needed
• Hardware-Aware Training: Includes quantization and variation
• Mapper & Compiler: Optimal workload distribution
• Neural Network Hardware Generator Tool: Automate the analog design 

for reduced time to market
• Hardware Exploration and KPI Estimation: Early evaluation of hardware 

design choices
• Automated Test: Fast silicon verification

KPI Name Target Simulated Measured

Accuracy > 80 % 83 % 82.5%
Latency < 3 ms 1.12 ms 1.8 ms

Inference 
time < 3 ms 0.626 ms 1 ms

Power < 1 mW 0.78 mW 0.26 mW

Energy  per 
Inference N/A 0.53 µJ 0.2 µJ

Power Eff. 
3b x 8b 1-5 TOPS/W 2.9 TOPS/W 5.5 TOPS/W

Contact:  loreto.mateu@iis.fraunhofer.de  david.borggreve@emft.fraunhofer.de 

with HW variations 
(quant only)

w/o HW variationsTesting
Training

50.0%88.0%w/o HW variations (quant only)

83.3%83.1%with HW variations

• Bias quantization: 8 bits including sign
• Activation Function: ReLU
• Number of layers: unlimited
• Memory: 150 kB 
• Hardware aware training to mitigate hardware non-

idealities
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