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Lessons learnedProgress beyond SoA

Overview

Technology

Results

Impact
• ASIC 2.1 represents a landmark solution
• Promising approach for Foundation Models
• We plan a family of circuits to follow:
 Chiplet version of NeuroCorgi + multicore RISC-V
 MobileOne or Yolo-v8 version
 MobileViT version

• Original approach based on a fixed 
backbone

• Ultra-low power ImageNet inference on 
HD images at 30FPS with only 23.2mW 
and 6.9ms latency.

• Co-optimizing the neural network 
topology and the circuit architecture is 
critical

• The tool suite is an important feature for 
designing AI accelerators: quantification, 
mapping …

Tools & Methodology

• NeuroCorgi is an original, one-of-its-kind, Feature Extractor Accelerator (FEA) circuit
• Its Key design principle draws inspiration from the Human Brain, which shows that 

generic Feature Extractors can be used across a range of applications
• Leveraging a fixed MobileNet-V1 backbone and the Transfer Learning concept, its 

power dissipation beats the best State-of-the-Art accelerators by 9X to 1000X
• Built in 22FDX, it addresses Classification, Semantic Segmentation and Multi-Object 

Detection applications

• Complete set of tools available for training and generating NeuroCorgi
• Aidge framework (formerly N2D2)
 State-of-the-art Quantization Aware Training (QAT) algorithms
 Available in Open Source
 Used for training the Feature Extraction backbone at design time
 Used for transfer learning of the output Heads

• Corgi Builder
 Generates RTL, CPP and SDK models

‘NeuroCorgi ImageNet’ die photo with floorplan and chip summary

NeuroCorgi design methodology and tools

• NeuroCorgi if fabricated in GF 22FDX and comes in 3 variants
 ‘NeuroCorgi ImageNet’ for Classification and Segmentation
 ‘NeuroCorgi NVM’ for Classification with an OxRAM-based classifier
 ‘NeuroCorgi Coco’ for Object Detection

• ‘NeuroCorgi ImageNet’ illustrated here contains
 3.2M parameters
 42kMAC operators
 186 SRAM memories

• ‘NeuroCorgi ImageNet’ measurements show outstanding results
 End-to-end energy efficiency: 30.9 TOPS/W (4b weights and activations)
 At least 9X better energy per inference than the State-of-the-Art
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Chip summary

Technology GF 22FDX 

Chip area 7.86mm²

FEA area 4.45mm²

# multipliers 42k

# SRAM memories 186

SRAM memory 1.1MB

Main clock 59MHz

AI model MobileNet v1

Training dataset ImageNet

Batch size 1
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Power supply (mV)

5.15 mW

7.62 FPS

23.2 mW

30 FPS
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Power supply (mV)

5.33 mW

145 FPS

25.7 mW

605 FPS

Energy per inference and FPS measurements on 
224x224 images

Energy per inference and FPS measurements on 
1280x720 images

Use Case 2.1:
Autonomous 
Weeding System

Use Case 2.2: 
Tomato pests and 
diseases forecast

Use Case 3.1: 
Drones/USV

Use Case 3.2: 
Underwater Acoustic 
Signal Classification

Use Case 3.3: 
3D Object Detection 
and Classification of 
Road Users

Use Case 3.4: 
Robust Autonomous 
Landing
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NeuroCorgi 

Technology 12nm 4nm 22nm 22nm FDX 28nm 40nm 22nm FDX

Application Server Mobile Edge AI-IoT Embedded Embedded Embedded

Area (mm²) 709 (chip) 4.74 (core) 3.3 (core)
18.7 (chip)
2.42 (core)

20.25 (chip)
9 (chip)

4.36 (core)
7.86 (chip)
4.45 (FEA)

Programmability Programmable Programmable Programmable Programmable Programmable Configurable Fixed

Power consumption (mW) 25W – 276W 381 – 5133 – 12.8 – 123 261 85.4 – 534.7 5 – 37
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Training dataset ImageNet ImageNet ImageNet ImageNet ImageNet ImageNet ImageNet

AI model ResNet50 v1 MobileNet TPU ResNet18 ResNet18 ResNet18 ResNet50 MobileNet v1

Precision (bits) 8 8 Analog + digital RBE 4x4b 9w, 8a ternary(w), 8a 4w, 4a

Top-1 accuracy (%) 74.93 – 64.1 68.5 70.4 70.09 70.42

Inferences/second
(FPS)

224x224 78563 3433 277 20.8 776 169.7 788

1280x720 – – – – – – 39

FEA latency (ms)
224x224 0.2 0.29 3.6 48 1.29 5.92 1.23

1280x720 – – – – – – 6.90

TOPS/W
224x224 4.14 11.59 5.52 5.83 10.8 16 30.9

1280x720 – – – – – – 30.9

Best FEA
Energy/inference 

(µJ/frame)

224x224 2000 340 659 557 336 503 36.7

1280x720 – – – – – – 676

1 MAC = 2 Ops. Zero skipping included as MACs Without considering off-chip memory accesses. Latency reported on Inception v3. Only feature extraction (no FC layer)
Estimated feature extraction part. Assuming 1Conv OP = 1FC OP for latency and energy. FC is 0.18%  (0.03% ) of total MACs/frame on 224x224 images for MobileNet v1 (ResNet18) 
Power & latency off-chip weight loading from external DRAM / external host CPU / on-chip network / on-chip memory access / refresh are not included.
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